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Abstract. With the rapid growth of the Web, the amount of textual
data has increased explosively over the past few years. Fast similarity
searches for text are becoming an essential requirement in many ap-
plications. Semantic hashing is one of the most powerful solutions for
fast similarity searches. Semantic hashing has been widely deployed to
approximate large-scale similarity searches. We can represent original
text data using compact binary codes through hashing. Recent advances
in neural network architecture have demonstrated the effectiveness and
capability of this method to learn better hash functions. Most encode
explicit features, such as categorical labels. Due to the special nature of
textual data, previous semantic text hashing approaches do not utilize
pairwise label information. However, pairwise label information reflects
the similarity more intuitively than categorical label data. In this pa-
per, we propose a supervised semantic text hashing method that utilizes
pairwise label information. Experimental results on three public datasets
show that our method can exploit pairwise label information well enough
to outperform previous state-of-the-art hashing approaches.

Keywords: Natural Language Processing, Semantic Hashing, Machine
Learning, Similarity Search

1 Introduction

In recent years, the number of web documents has been increasing rapidly. Text
data is the most basic type of data on the Internet, and it exists in large amounts.
There are many applications based on big data in text form. With the advent of
word embedding [13], text data has investigated in a variety of studies, includ-
ing those focusing on sparse one-hot vectors or high-dimensional data. When
text data becomes high-dimensional data, many document embedding [10, 15]
approaches can be used to convert all of the words in the article into a fixed-size
representation to reduce the size of the data. Although the textual data after
this process runs can be represented by a smaller amount of data, the method
remains not accurate enough to be used with large-scale text data.
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While textual big data with large volumes become more pervasive in many
applications, increasing attention is drawn to work on approximate nearest neigh-
bors (ANN) searches of text data with improvements in both computation effi-
ciency and search quality levels. Due to the computational and storage efficiency
of compact binary codes, hashing is a good resolution for text ANN searches,
as this method can transform high-dimensional data into compact binary codes
and generate similar binary codes for similar data items. With a compact size
of the hash code, we can determine the nearest neighbors from large amounts of
text data in a real-time fashion.

Existing hashing methods can be roughly divided into the data-dependent
and data-independent approaches. In data-independent approaches, the well-
known locality-sensitive hashing (LSH) [1] approach is useful for cases without a
pre-training dataset because the hash function is typically randomly generated,
making it independent of any training data. Data-dependent approaches attempt
to learn the hashing function by utilizing training data. Recently, ranging from
deep learning to hashing [9, 11, 31] have shown that both feature representation
and hash codes can be learned more effectively using deep neural networks.

Existing data-dependent text hashing approaches train hash functions typi-
cally from class label data [3, 18]. In these approaches, the evaluation metric is
the percentage of documents from among 100 retrieved documents that have a
label identical to the query document. Although this metric can suitably simu-
late the finding of identical class data, in practical applications, using pairwise
label data is a better match considering the requirements. For example, in a
question-and-answer system, when a new question is submitted by a user, the
system attempts to find a semantically similar question instead of a question in
the same class. Semantic similarity is often marked with a pairwise label in the
corpus. A paraphrase identification dataset is a typical pairwise labeled dataset.
These datasets assign a tag of 1 if two articles are semantic duplicates, and vice
versa. This represents the essentially difference from tagged class label to one ar-
ticle. In many real-world examples, using pairwise information to learn an ANN
search is more meaningful.

In this paper, we propose a variational pairwise supervised text hashing
(VPSH) which exploits pairwise label information to learn compact binary text
hashing functions. The contributions of this paper are as follows. First, to the
best of our knowledge, we present the first VAE based pairwise supervised text
semantic hashing method that learns pairwise label information to improve the
performance. Second, we propose a method to learn the compact binary code for
the well-known pairwise labeled corpus. The experimental results show that our
method outperforms existing hashing approaches. Finally, we propose a label
weight annealing technique to help our method learn the pairwise label informa-
tion, and demonstrate its efficiency through experimental evaluations.

The rest of this paper is organized as follows. In section 2, we review previous
hashing approaches. Section 3 presents our semantic text hashing scheme. The
experimental results are shown in section 4. Finally, section 5 concludes this
paper.
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2 Related Work

The paraphrase identification task is one of the most common tasks used to
handle the pairwise labeling of text data. In this task, the label is 1 if one
sentence is a paraphrase of another, and the label is 0 otherwise. For the text
nearest-neighbor retrieval problem, finding semantically similar text is actually a
paraphrase-identification task. A number of deep-learning models have proposed
in relation to this problem [6, 23]. These works commonly exploit a complex
neural network structure, making the model more consistent with the task and
increasing the prediction accuracy. However, the model becomes more complex.
To simplify the model, a latent variable model for paraphrase identification has
been studied [19]. This method uses a convolution-deconvolution autoencoder to
infer the sentence representation for semi-supervised learning. With the power of
a novel encoder-decoder, this model works well with limited amounts of labeled
data. Nevertheless, these works all use two instances of raw text data as the
input to calculate the result. The prediction can be accurate even for a large
amount of data, though it becomes a time-consuming task with greater amounts
of data. It is not practical to execute a real-time ANN search for a large dataset.

Due to the computational and storage efficiency levels of compact binary
codes, hashing has been widely used for ANN searches. Traditional data hash-
ing methods such as LSH [4, 30] and Spectral hashing [24] have widely been
used. When supervised information such as class labels or relative similarity is
available, a supervised hashing method is a better choice. Supervised hashing
has also been used to exploit information with which to learn the hashing func-
tion [14]. With the revival of neural networks, deeper learning models are used
for hashing [11, 31]. These methods can be applied to general high-dimensional
data or image data. However, if directly used in the text keyword vector space,
they usually fail fully to capture semantic similarity with regard to the origi-
nal text. Hence, many text hashing methods have been proposed. Initially, text
semantic hashing using an autoencoder was developed in order to learn hash
functions [16]. These methods build multiple Boltzmann machines [20] to learn
the binary unit capable of modelling the input text word count data. After train-
ing, the binary hash code of any document is acquired by simply thresholding
the output of the deepest layer. Furthermore, several studies have explored the
power of convolutional neural networks (CNNs) for text hashing with the help
of word embedding [25,28].

In recent years, the probabilistic generative model has attracted much atten-
tion. The variational auto-encoder (VAE) [8] is indeed an appealing framework
for generative modeling as it couples variational inference [22] with a deep neural
network. VAEs acquire the advantages of both deep learning and probabilistic
generative models. VAEs achieve state-of-the-art performance in many problems,
especially with image data [26]. In the domain of natural language processing,
the neural answer selection model (NASM) [12] is a generic variational inference
framework for conditional models of text. This model extracts the semantics be-
tween a question and answer pair. It uses the question and answer text data as
input to calculate the relationship result instead of a hash code, which however
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makes this model unsuitable to process large amounts of data. For text hash-
ing, unsupervised and supervised variational deep semantic hashing (VDSH) [3]
methods have been developed to preserve each content from a document during
the text hashing process. These approaches use a VAE framework similar to that
presented here. However, VDSH differs from our hashing scheme in that it uti-
lizes only categorical class label data to improve the accuracy of semantic text
hashing. Pairwise label data have not been used in previous hashing methods.

3 Proposed Method

Fig. 1. Architectures of variational pairwise supervised text hashing (VPSH) methods:
(a) stochastic method (VPSH-ST), (b) deterministic method (VPSH-DE)

3.1 Text Hashing using VAEs

Let x denote the input text and z denote the hash code of the given input text. z
has a real value or binary code of n. We also refer to n as the number of bits. The
encoding process is to infer z from document x, while the decoding process is
to reconstruct x from the latent variable z. Intuitively, the latent variable learns
from the corpus that captures the key semantic features from x. The hash func-
tion is the distribution of the encoding p(z|x). All previous studies attempted
to learn this distribution from the corpus. Let x be the bag-of-words represen-
tation of a document. x has a length of |V |, where V is the vocabulary of words
that have appeared in the corpus. TF-IDF [17] schemes are used for weighing
the x representation. Recent advances in VAEs for semantic text hashing [3,18]
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have demonstrated the effectiveness of the model in supervised text hashing. In
this model, the approximation encoding distribution is qφ(z|x) and the decoding
distribution is qθ(x|z), where φ and θ are the parameters of the encoder and
decoder, respectively. Based on the VAE framework [8], we maximize the vari-
ational lower bound instead of the marginal distribution. Finally, the objective
function of text hashing is as follows.

Lvae = Eqφ(z|x)[logqθ(x|z)]−DKL(qφ(z|x)||p(z)) (1)

The Kullback-Leibler (KL) divergence DKL covers the posterior distribution
qθ(z|x) and prior p(z). Here, p(z) in VDSH [3] is a multivariate standard dis-
tribution. This model approximates the posterior distribution qθ(z|x), which is
assumed to be a Gaussian N(µ, σ2) distribution with a mean of µ and variance
of σ2 as the output of encoder parameterized typically by φ in the domain of a
neural network. In order to determine hash code z from the encoder outputs, we
can sample z from N(µ, σ2). However, the sampling operation may not induce a
gradient, which makes the neural network untrainable. In practice, we can use a
reparameterization trick [8] to divert the non-differentiable sampling operation
out of the network. This operation is represented by the dashed lines from µ1

and σ1 to z1 in Figure 1. This trick initially undertakes sampling ε ∼ N(0, 1)
and then implements the sampling operation of z1 as follows:

z1 = µ1 + σ
1/2
1 ∗ ε (2)

It should be noted that during the inferencing process, we consider µ as a hash
code because the hashing function cannot suitably handle randomness.

3.2 Pairwise supervised hashing

For supervised learning, previous studies utilize the categorical label information
y. For the categorical label information, we can add the minimizing discriminate
loss p(y|z) directly and use the label weight Wlabel to control its influence. Su-
pervised hashing is utilized to allow the hash code of a similar document to be
similar by learning. Previous works using categorical label information simply
allow documents in the same category to have a similar hash code. In text data,
pairwise label information should contain the most directly way to marked sim-
ilarities or relationships between the two texts. Here, we use the more direct
pairwise label information to learn the hash function because this data-set is
annotated with a similar content or another semantic relationship. We approach
semantic text hashing from a joint discriminate pairwise objective perspective.

Let x1 and x2 be two input texts and z1 and z2 denote the hash codes of
these inputs, respectively. In this case, Eqn. (1) will be extended as follows:

Lvae(φ, θ;x1, x2) =Eqφ(z|x)[log qθ(x1|z1) + log qθ(x2|z2)]

−DKL(qφ(z1|x1)||p(z1))

−DKL(qφ(z2|x2)||p(z2))

(3)
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The parameters φ and θ are shared for processing x1 and x2, as shown in Fig-
ure 1. In addition, p(z1) and p(z2) in this method are multivariate standard
distributions.

For pairwise supervised hashing, the goal here is to address the distribution
p(y|z1, z2), where y is the label information of text x1 and x2. We assume that
the label information is binary(y is 0 or 1). In order to make the model balance
the variational lower bound and discriminate objective, the total objective is
given as follows,

Ltotal = Lvae(φ, θ;x1, x2) +Wt · Llabel(z1, z2, y) (4)

where Wt is the label weight that controls the supervised influence.
The input of the decoder is a sample of a latent variable distribution, which

is parameterized by the encoder output. Therefore, it is possible directly to
compare z1 and z2 as discriminator objects, as shown in Figure 1 (a). In order
for the generated hash code to have similar properties, we can use the similarity
of z1 and z2 directly on the discriminator. This method is referred to stochastic
because z1 and z2 can be regarded as the sampling result from N(µ1, σ1

2) and
N(µ2, σ2

2). The loss function of this method is as follows,

Llabel = y − sim(z1, z2) (5)

where z1 and z2 are real value vectors with length n, and sim() is the similarity
function of the two inputs. In this work, we use cosine similarity, although the
similarity function can vary in practice according to the actual requirements.
According to the reparameterization trick, as expressed by Eqn. (3.1), Llabel can
be defined as follows:

Llabel = y − sim(µ1 + σ
1/2
1 · ε, µ2 + σ

1/2
2 · ε) (6)

In other words, the stochastic method utilizes all outputs of the encoder(µ1, µ2,
σ1, σ2).

In previous supervised semantic text hashing methods, a fully connected
softmax layer was often used to map the hash code z and label information y.
There are two z variables in our model; hence, if we only concatenate z1 and z2
as the input of the softmax layer, z1 and z2 will not be similar to each other.
During the inferencing of text hashing, the hash code z is µ in the output of
the encoder. Accordingly, we can also use the similarity between µ1 and µ2 as
an indicator. The deterministic method is another approach that computes the
similarity between µ1 and µ2, as shown in Figure 1 (b). Because µ1 and µ2 in
this case are the values before the sampling operation, the similarity will be more
directly reflected in the encoder parameters. The loss function in this method is
as follows:

Llabel = y − sim(µ1, µ2) (7)

3.3 Label weight Annealing

KL cost annealing [2] is a simple approach to deal with the vanishing latent
variable problem. This problem often leads to straightforward VAEs with the
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decoder failing to encode meaningful information. This annealing technique in-
creases the weight of the KL divergence from 0 to 1 during the training process.
When using the proposed method, the addition of pairwise similarity also causes
a similar problem. The similarity becomes easier to converge compared to the
other cases during training, and we propose the label weight annealing tech-
nique to address this problem. This technique controls the label information
weight during training to obtain the most aptly supervised learning.

Similar to the KL cost weight in KL cost annealing, Wt in Eq.(4) is the label
weight that controls the effects of pairwise supervised influence. The KL cost
weight increases from 0 in training step 0. However, our Wt during Label weight
Annealing is not the same as KL cost annealing. It does not necessarily increase
from the beginning of training. It may also increase after training for a while:

Wt =

{
c · t, if t > tstart

0, otherwise.
(8)

Here, tstart is the step at which the increase starts during training and c is
the ratio of the increase in each step t. The tstart value is determined according
to the influence of unsupervised learning. For example, if excessive unsupervised
learning degrades the performance, we set a smaller value of tstart. If the influence
of supervised learning is only a supplement to unsupervised learning, we set a
larger value of tstart. The value of c must take into consideration whether or not
supervised learning would destroy unsupervised learning if supervised learning
and unsupervised learning are carried out at the same time. If it is destroyed, c
should be smaller to minimize such conflicts. Our practice shows that c should
not have a large value when the number of bits n is large.

Because the convergence of similarity is completely different from that in the
other cases, letting the label information learn from the beginning with a large
weight will force the method to depend on the initial variable during training.
A somewhat poor initial value will be devastating to the entire training process.

4 Experiment

4.1 Dataset detail

To demonstrate the effectiveness of our model, we use three standard publicly
available datasets in two tasks for training and evaluation. First, we compare
the outcome of our model with those of others during a paraphrase identifi-
cation task. This task aims to determine the paraphrase of two sentences, a
problem considered as a touchstone in natural language understanding. The
Microsoft Research Paraphrase Corpus (MSRP) [5] dataset is a popular bench-
mark which contains 4,076 sentence pairs for training and 1,725 for testing. Each
text pair with human annotations indicates whether each pair captures a para-
phrase/semantic equivalence relationship. The Quora Question Pairs4 dataset

4https://data.quora.com/First-Quora-Dataset-Release-Question-Pairs
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contains numerous question pairs, with each annotated with a binary value in-
dicating whether the two questions are a paraphrase of each other. More specif-
ically, this dataset consists of 384,348 sentence pairs for training, and 10,000
pairs for testing. We measure the accuracy performance of our algorithm on
these datasets.

We also evaluate our method on a candidate answer ranking task. WikiQA
[27] is an open-domain question-answer dataset. The task is to rank the candidate
answers based on their relatedness to the question. It is important to note that
a question and answer pair in this case is not a similar pair as is typically
understood. Questions and correct answers do not often have the same words,
and they do not have the same meaning. Owing to negative sample effects, we
assume that there is at least one correct answer to a question [29]. After filtering,
the corresponding dataset consists of 20,360 question-answer pairs for training,
and 2,352 pairs for testing. The performance measures used on WikiQA are the
mean average precision (MAP) and the mean reciprocal rank (MRR).

4.2 Baselines and setup

We evaluate the following baselines for comparisons: Locality Sensitive Hashing
(LSH)5 [4], Spectral Hashing(SpH)6 [24], and Variational Deep Semantic Hashing
(VDSH)7 [3]. Because previous supervised methods do not utilize pairwise label
information, we do not compare the performance with these methods.

The Adam optimizer is widely used in VAE [3, 18]. We use the Adam opti-
mizer [7] with a learning rate of 0.001 and use the learning rate exponential decay
with a factor of 0.96 for every 10,000 steps. For large datasets, we set the learning
rate set to 0.08 in Quora for fast training. We also use the dropout technique [21]
with a value of 0.9 to alleviate over-fitting. Dropout has essentially become a
standard in deep learning. We found that VAE based text hashing and several
other models exploiting the same datasets use dropout at 0.9 in common. There-
fore, we also used the same value. We set the starting label weight parameter
tstart in Eqn. (8) to 40 and to 30 for the stochastic method and the deterministic
method, respectively.

All experiments are implemented in Tensorflow 8 and conducted on a server
with an Intel i7-6850K CPU, a NVIDIA GeForce GTX TITAN X GPU, and
16GB of main memory.

4.3 Paraphrase identification task

In this task, all of the methods convert the training sentences into the binary
codes, and the label information of the training dataset is used to learn the opti-
mal threshold of the similarity. In the test, if the similarity of a pair of sentences

5http://pixelogik.github.io/NearPy/
6https://github.com/wanji/sh
7https://github.com/unsuthee/VariationalDeepSemanticHashing
8https://www.tensoflow.org
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Methods 16bits 32bits 64bits 128bits 256bits

LSH 0.5551 0.5533 0.5406 0.5386 0.6223
SpH 0.5311 0.5742 0.5879 0.5857 0.5922
VDSH 0.5848 0.6045 0.6244 0.6015 0.5043
VPSH-ST 0.7017 0.6984 0.6600 0.7163 0.6867
VPSH-DE 0.6669 0.6670 0.6875 0.6725 0.6282

Table 1. Accuracy for the paraphrase identification task in MSRP dataset

Methods 16bits 32bits 64bits 128bits 256bits

LSH 0.6701 0.6696 0.6794 0.7078 0.7072
SpH 0.6672 0.6701 0.6725 0.6817 0.6852
VDSH 0.6684 0.6701 0.6713 0.6684 0.6701
VPSH-ST 0.6684 0.6678 0.6690 0.6701 0.6678
VPSH-DE 0.6696 0.6864 0.6933 0.6713 0.684

Table 2. Accuracy for the paraphrase identification task in Quora dataset

exceeds this threshold, we predict this sentence pair as a paraphrase. Therefore,
although the baselines are not applied to the training set label information dur-
ing the construction of the binary code, the label information data is referenced
during the process of the judgment of the paraphrase. Table 1 and Table 2 shows
the results of our model and the baselines for Quora and MSRP.

In the Quora dataset, the proposed VPSH-ST and VPSH-DE methods out-
perform the baselines with various numbers of bits. Although they all use the
label information of the training set, our methods work significantly better than
the others in the Quora dataset, indicating that our model can effectively allo-
cate documents with informative and meaningful hashing codes. Comparing our
two methods, we find that the stochastic method works better than the deter-
ministic method. It indicates that with a sufficient number of training sets, the
stochastic method with µ and σ is better than the deterministic method with
only the mean value µ from the latent variable distribution.

In the MSRP dataset, VDSH and VPSH-ST are worse than the traditional
LSH and SpH methods with various numbers of bits. It indicates that the VAE
based method is not trained completely in this dataset, mainly due to the re-
sulting training information problem. In the absence of a training set, if we set
more latent variables, the poor training set cannot make the model training suc-
cessful. The MSRP dataset has only 4,076 pairs of sentences for training, and
the bag-of-words representation scheme as used here ignores the word order. Our
VPSH-DE method outperforms the baselines at 32 bits and 64 bits, while with
other numbers of bits when using VPSH-DE, the accuracy is worse than that of
LSH. Thus, VPSH-DE is easier to train than VDSH or VPSH-ST when training
information is scarce.

Comparing the results with the two data sets, we find that our model works
better on a large dataset (Quora), as a large amount of training data allows the
probability generation model to learn more stable parameters. Compared to the
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image data, training information in text data is extremely rare. In short, with
a large amount of training data, our method is suitable for learning pairwise
information.

Methods 16bits 32 bits 64bits 128bits 256bits

LSH 0.4643 0.5056 0.5121 0.5231 0.5381
SpH 0.4704 0.4843 0.4749 0.4600 0.4900
VDSH 0.5581 0.5614 0.5624 0.4741 0.4574
VPSH-ST 0.5840 0.6418 0.6358 0.6253 0.6428
VPSH-DE 0.6312 0.6425 0.6228 0.6141 0.5939

Table 3. MAP for the candidate answer ranking in WikiQA dataset

Methods 16bits 32bits 64bits 128bits 256bits

LSH 0.4745 0.5122 0.5233 0.5270 0.5472
SpH 0.4759 0.4892 0.4863 0.4663 0.4995
VDSH 0.5684 0.5691 0.5725 0.4790 0.4653
VPSH-ST 0.5854 0.6427 0.6353 0.6273 0.6433
VPSH-DE 0.6327 0.6431 0.6222 0.6147 0.5938

Table 4. MRR for the candidate answer ranking in WikiQA dataset

4.4 Candidate answer ranking task

In the WikiQA dataset, candidate answers are ranked according to the hamming
distance of two binary codes. In this task, the calculation of the MAP requires
the value of the confidence for sorting, and the baseline cannot utilize the train-
ing data indirectly in this task. We test two of our stochastic methods VPSH-ST
and the deterministic method VPSH-DE described in Section 3.2. As mentioned
earlier, the questions and answers in the WikiQA dataset may not be semanti-
cally similar. Therefore, working on unsupervised learning too much may cause
the model to deviate from the correct training. We assign tstart a small value in
this data so that our method introduces pairwise label information as early as
possible.

Table 3 and Table 4 show the MAP and MRR outcomes of our methods and
the baselines in the WikiQA dataset. First, we observe that our two methods are
significantly better than the baseline hashing methods. This indicates that our
method can capture the question-answer relationship from a pairwise dataset.
More importantly, the MAP outcome of a state-of-the-art approach in the can-
didate answer ranking task is known to be 0.7069 [12]. This is not very different
from our experiment result. Our hashing method can change the computation
time scale and storage space without a significant MAP reduction.
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Second, VPSH-ST is better than VPSH-DE with 64 bits, 18 bits and 256
bits, indicating that the VPSH-DE method works well with relatively few bits.
On the other hand, the VPSH-ST method becomes better as the number of
bits increases. It appears that the difference between the VPSH-ST method and
the state-of-the-art approach in the candidate answer ranking task [12] will be
smaller when the number of bits is larger.

Finally, VDSH [3] and VPSH-DE do not always improve the performance as
the number of bits increases, possibly due to the model over-fitting. It suggests
that using a long hash code does not always enhance the outcomes of these
methods. These results illustrate that VPSH-ST is more helpful to prevent over-
fitting.

Fig. 2. The worst test accuracy case without label weight annealing in the MSRP
dataset for each training epoch

4.5 Effect of label weight annealing

Applying supervised learning in a simple manner is actually worse than expected.
Figure 2 shows the worst test accuracy case without label weight annealing in
the small dataset (MSRP). Note that the label weight Wt in without annealing
case is a constant value which we set to be same as the maximum value in with
annealing case. The degree of similarity depends strongly on weight initialization.
As shown in the figure, a slightly bad start and a joint learning pairwise label
will not increase the accuracy until the end of the train. In other words, if there
is no label weight annealing technique, there is a certain probability that the
method will not learn very well.
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Fig. 3. Accuracy with the MSRP dataset for each training epoch with label weight
annealing and without label weight annealing

Figure 3 presents the results of a comparison of the label weight annealing
technique with the best cases when using label weight annealing and when not
using label weight annealing. With label weight annealing, tstart in this experi-
ment is 40, and we find that the accuracy starts to increase at 40 epochs. Without
this technique, the method achieves the best accuracy in the first few epochs,
while during subsequent training the accuracy of the model gradually decreases.
All of these observations indicate that the label weight annealing technique will
facilitate more pairwise label information.

4.6 Stochastic vs deterministic

In order to compare the two proposed methods more intuitively, we present the
difference between the two methods when trained on a large dataset (Quora), as
shown in Figure 4. Both methods use the label annealing technique, and tstart
in this experiment is set to 30 epochs. We observe that there is no difference
between the two methods before 30 epochs. When the pairwise label loss is added
from 30 epochs, the stochastic method is obviously better than the deterministic
method. As mentioned earlier, the stochastic method uses a randomly chosen
value in the probability distribution of the latent variable, although this can
be problematic when the training set is small. When the training set is large
enough, the stochastic method can effectively prevent over-fitting.

In order to determine whether the size of the training data affects the perfor-
mance of either the stochastic or deterministic method, we performed a number
of comparative experiments. Although the stochastic method is better with a
large amount of training data, there is not much difference between the stochas-
tic and deterministic methods with a small amount of training data. The deter-
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Fig. 4. Accuracy with the Quora dataset for each training epoch with the stochastic
method and the deterministic method

ministic method shows the convergence easier as it can more directly capture the
similarity in the encoder. On a large training set, the rapid convergence feature
may cause the model to fall into the local optimal.

4.7 Case study

Table 5 presents some examples of the input sentences and the predicted label
for each hashing method on the Quora dataset.

First, we found that the previous hashing methods will predict False if two
sentences, such as examples 1 and 2, have only a few words in common. As
TF-IDF [17] weighting schemes do not treat these identical words as keywords,
the weights of these words will not be high. In such a case, the previous method
would perform incorrectly and assign a label of 0.

Second, we observe that the previous hashing methods will predict True if two
sentences have a higher degree of word overlap. In example 3, if philippines in the
first sentence is replaced with word norway in the second sentence, the similarity
between the two articles is high; therefore, LSH and SpH will assign a value of 1
for this example. In example 4, the second sentence adds a number of words to
the first sentence. This type of example can cause the similarity of two sentences
to be very high, similar to example 3. In general, the vocabulary is larger than the
sentence length, and bag-of-words representation is very sparse representation.
When we learn the hash function from this representation, overlap becomes a
very powerful feature. Our VPSH method will directly use many false examples
as a means of compensation, and it will accurately return an outcome of false in
examples 3 and 4.
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No. sentence 1 sentence 2 Grand
Truth

VPSH-
ST

VDSH SpH LSH

1 are animals capable
of feeling/experiencing
emotions unknown to
humans?

do animals have the
same emotions as hu-
mans?

1 1 0 0 0

2 is energy in vacuum real?
how do we know that
this energy that can be
borrowed and returned
immediately is real if vir-
tual particles didn’t exist
then?

can energy be borrowed
from vacuum -lrb- to be
returned immediately -
rrb- ? if this happens
how do we know vacuum
energy is real if virtual
particles don’t exist ?

1 1 0 0 0

3 how are the laws regard-
ing self defense weapons
enforced in australia and
how do they compare to
the way they ’re enforced
in the philippines?

how are the laws regard-
ing self defense weapons
enforced in australia and
how do they compare to
the way they ’re enforced
in norway?

0 0 1 1 1

4 should i eat before i
workout?

what should i eat before
and after a workout?

0 0 1 1 1

Table 5. Example of the predicted label on each hashing method in Quora dataset

5 Conclusions

In this paper, we presented a novel semantic text hashing method which exploits
the pairwise label information. More specifically, the method can learn label
information in a more direct manner. The hashing function can generate more
informative hash codes to capture the pairwise label information. Using this
binary hash code, we observed the effectiveness of the proposed method through
experiments in which we compared its performance with those of other state-of-
the-art approaches. We also propose a label information annealing technique to
integrate the pairwise label information into the hash code more efficiently.
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